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Abstract—Unstructured data, such as images and texts, are
increasingly represented as high-dimensional vectors for emerg-
ing AI applications like retrieval-augmented generation. A key
operation in these applications is querying for vectors that are
both semantically similar and temporally relevant. This operation
can be formulated as Timestamp Approximate Nearest Neighbor
Search (TANNS), where both the vectors and the query incor-
porate temporal attributes, aiming to retrieve the approximate
nearest neighbors valid at the given timestamp. A naive solution
is to create separate indexes for each timestamp, which enables
accurate and fast searches but incurs high update latency and
excessive storage demands. In this paper, we introduce the times-
tamp graph, a novel structure that supports rapid index updates
while minimizing storage costs. Exploiting the temporal locality
of changes in valid vectors, our timestamp graph effectively
manages a unified index across all historical timestamps, thereby
substantially reducing storage overhead. Moreover, we design
the historic neighbor tree, which further compresses the space
complexity to that of a single-timestamp index. In addition,
we extend the Timestamp Graph and Compressed Timestamp
Graph to support Interval Approximate Nearest Neighbor Search
(IANNS) queries—a generalized form of TANNS queries that
specify a time interval and retrieve the nearest vectors valid
during that interval. Extensive evaluations on five datasets show
that our method achieves over 99% accuracy while improving
the query efficiency by 3.3x to 138.1x than existing solutions.

Index Terms—high-dimensional data, approximate nearest
neighbor search

I. INTRODUCTION

Vector databases, which store and manage embeddings of
diverse unstructured data (e.g., text, images, audio) as high-
dimensional vectors [1], [2], have become indispensable in
emerging Al workflows such as retrieval-augmented genera-
tion (RAG) [3]. Acting as external knowledge repositories,
they provide Al models with contextually relevant information
to mitigate hallucinations and enhance in-context learning.
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Such information is efficiently retrieved via Approximate
Nearest Neighbor Search (ANNS), an operation that returns
semantically similar records for a given query vector. Beyond
semantic similarity, temporal relevance is also critical for
practical vector database applications. On the one hand, the
vectors often have a validity period, as new embeddings are
continuously added to the database and outdated ones expire.

For instance, in a knowledge base, the embeddings of cur-
rent knowledge evolve over time [4], necessitating searching
over valid data only to return accurate results. On the other
hand, many queries are tied to a specific timestamp or a
time interval, requiring answers that correspond to a particular
point or period of time. This is common in applications like
financial analysis and fact verification, where aligning the
retrieved vectors with the queried time reference is necessary
to avoid misleading results [5]. We illustrate this insight in the
following example:

Example 1 (Answering Time-relevant Questions): Although
large language models (LLMs) exhibit strong capabilities in
question answering, they often struggle with time-relevant
problems [6], such as “Q1: What was the highest closing
value of the NASDAQ-100 index in Oct. 1st 20237 and “Q2:
What was the prize pool for the Counter-Strike Major Cham-
pionship in 20247” Retrieval-Augmented Generation (RAG)
can enhance the accuracy of answers by supplementing the
LLM with text chunks that are both relevant to the query and
temporally accurate. Since the retrieval step in RAG typically
uses embedding similarity to identify relevant chunks [7], it is
important to consider approximate nearest neighbor search of
embedded data with timestamp constraint. |

To meet these needs, we introduce Timestamp Approximate
Nearest Neighbor Search (TANNS) and Interval Approximate
Nearest Neighbor Search (IANNS), two new queries that incor-
porate time attributes into both the data vectors and the query.
In TANNS, given a query vector paired with a timestamp, the
goal is to retrieve approximate nearest neighbors among all
vectors valid at that timestamp. IANNS generalizes TANNS by
allowing the query to specify a time interval instead of a single
timestamp, and aims to retrieve approximate nearest neighbors
from all vectors valid during that interval. Specifically, for Q1
and Q2 of Example 1, a timestamp of “Oct. Ist 2023” and
a time interval of “Jan. 1st 2024 - Dec. 31th 2024 can be
specified when querying the text corpus for relevant chunks.
Our goal is to enable accurate and efficient TANNS and
TIANNS queries, as applications like chat bots demand real-
time, high-quality results over millions of high-dimensional
vectors [7]-[9].
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TABLE I: Time and space complexity of solutions.

Query Type Searching Time Updating Time Space
: 2
Naive Graph-based Method Timestamp O(MlogN) O(MN210g N) O(MN, )
Interval O(MNZ?log N) | O(MN?3)
. Timestamp O(log? N) 9
Timestamp Graph O(log* N O(M?N
' p TP Interval O(M?Ilog N + log? N) (log” ) ( )
" 2
Compressed Timestamp Graph Timestamp O(log é\/ ) O(log? N) O(MN)
Interval O(Mlog® N)

(N vector number in the dataset; M: neighbor number in the graph index; I: length of the query interval;)

Prior research fails to support efficient TANNS and IANNS
queries. Early studies on nearest neighbor search with temporal
constraints [10]-[12] build temporal indexes to track valid
objects per timestamp for rapid search. However, they struggle
for the dense vector embeddings due to the curse of dimen-
sionality [13]. A seemingly plausible solution is the recently
proposed hybrid search upon vectors associated with attributes
[14]-[18]. However, they are unfit for our problems because
they implicitly assume attributes with pre-determined values,
whereas the expiration timestamp of a vector is typically
unknown when it is added to the database.

To handle the high-dimensional vectors with nondetermin-
istic validity, we employ graph-based indexes, which prevail
in ANNS over high-dimensional data [19], [20], and build a
separate index per historical timestamp of interest. While this
strategy enables accurate and fast searches, it incurs notable
update latency due to frequent index updates whenever the
validity of any vector changes. More critically, maintaining
an index for all valid vectors per timestamp consumes un-
acceptably high storage, with a space complexity that grows
quadratically with the number of vectors.

To enhance the efficiency of TANNS queries, we propose
the timestamp graph, a novel structure that supports rapid in-
dex updates and requires low index storage. It maintains a sin-
gle graph index for all historical timestamps, thus significantly
reducing storage overhead. The feasibility of this approach
is underpinned by the high temporal locality of the changes
in valid vectors, resulting in considerable overlap in their
indices across time. The cost of index updates is also reduced,
as only the neighbors of changed vectors need modification,
which constitute a small fraction of the graph. Recognizing
the redundancy in storing neighbor information, we further
propose the historic neighbor tree to compress the timestamp
graph. Remarkably, the compressed timestamp graph tracks
valid vectors across all timestamps while achieving the same
space complexity as a single-timestamp index.

Furthermore, we extend timestamp graph to support IANNS
queries over temporal vector data. Noting that the timestamp
graph may suffer from efficiency degradation when processing
queries with long time intervals, we introduce a neighbor
list precomputation strategy for large subtrees in the historic
neighbor tree. By leveraging these precomputed neighbors,
the query time in the compressed timestamp graph becomes
independent of the query interval length, while maintaining
the same space complexity as the original design. Table I
summarizes the complexity of algorithms specifically tailored

to support vector searches under temporal validity constraints.

Our major contributions are summarized as follows:

o We investigate the approximate nearest neighbor search
over temporal vector data, a new type of queries in vector
databases for emerging Al applications.

o We propose the timestamp graph, a novel structure to
manage valid vectors across timestamps by a single index.
It enables accurate and efficient TANNS queries with fast
index updating and low index storage overhead.

o We design the historic neighbor tree, which compresses
the timestamp graph to the limit, achieving the same
space complexity as index for a single timestamp.

o We extend the timestamp graph to support IANNS queries
and design the strategy of neighbor list precomputation
to boost efficiency for TANNS, achieving search time
complexity independent the query interval length.

o Extensive experiments show that our solution yields a
recall rate of over 99% on five datasets, while improving
the query efficiency for TANNS and IANNS by 3.3x to
138.1x over the state-of-the-arts.

II. PROBLEM STATEMENT

We first review the nearest neighbor search, a primitive in
vector databases [2], before defining our problem of approxi-
mate nearest neighbor search over temporal vector data.

Definition 1 ((Exact) k Nearest Neighbor (kNN)): Given
N high-dimensional vectors D = {uj,us,...,unx} and a
query vector g of the same dimension, the (exact) kNN query
kNN(D,q, k) retrieves a subset of k vectors that are closest
to g, i.e., YVu € kNN (D, q,k) and Yo € D\ kNN(D, q, k),
dis(q,u) < dis(q,v), where dis(-,-) is the distance function.

Unlike its low-dimensional counterpart [21], kNN on high-
dimensional data often prioritizes efficiency over accuracy to
align with the targeting vector database applications [1], [2],
which results in the following query optimization scope:

o Approximate Queries. Most studies [22] focus on approx-
imate nearest neighbor search (ANNS) with its accuracy
assessed by the recall rate, a key metric for downstream
vector database tasks such as text retrieval [7] and rec-
ommendation [23].

e Dedicated Indexes. Data in vector database applications
is not only high-dimensional but also large-scale, mak-
ing indexing indispensable for efficient queries. Graph-
based indexes, e.g., the hierarchical navigable small-
world graph (HNSW) prevail in ANNS queries on high-
dimensional vectors [19], [20]. They yield high accuracy
by visiting merely O(log N) vectors.



JOURNAL OF KX CLASS FILES, VOL. 14, NO. 8, AUGUST 2021

Uz

+|-- BB __

S Time t r  Time

(a) TANNS (b) IANNS
Fig. 1: Example of TANNS and IANNS.

We follow the above scope yet extend it with time attributes
in both the vectors and the query. In the following, we define
two problems: Timestamp Approximate Nearest Neighbor
Search (TANNS), which retrieves vectors valid at a specific
timestamp, and Interval Approximate Nearest Neighbor Search
(IANNS), which retrieves vectors whose validity intervals
intersect with a query time interval.

Definition 2 (Timestamp Approximate Nearest Neighbor
Search (TANNS)): Let D = {uy,uz,..,unx} be N high-
dimensional vectors. Each vector w; is associated with two
timestamps, u;.s and u;.e (u;.s < u;.e), representing the
start and end of its validity. Let ¢ be a query vector
of the same dimension, which is associated with a times-
tamp ts. The timestamp approximate nearest neighbor search
TANNS(D,ts,q, k) returns a subset of k valid vectors that
are approximately closest to g.

Definition 3 (Interval Approximate Nearest Neighbor Search
(IANNS)): Let D = {uq,uz,...,un} be N high-dimensional
vectors with start and end timestamps. The query object ¢q is
associated with a time interval ti = [¢;,t,] (¢; < t,.). The inter-
val approximate nearest neighbor search IANNS(D, ti, q, k)
returns a subset of k valid vectors that are approximately
closest to g, where a vector is valid if its time range intersects
with the query interval.

For example, as illustrated in Fig. 1, each vector is as-
sociated with a validity time range defined by its start and
end timestamps. {us2, U4, us, ug} are valid in TANNS as their
validity time range cover the query timestamp t¢s, while all
vectors except ug are valid in IANNS, since their validity time
range intersect with the query interval [¢;, ¢,].

These new queries captures the data dynamics and time-
aware queries in emerging vector database applications, e.g.,
memory controls and time references in chat bots [8]. Without
loss of generality, we assume discrete timestamps. At each
timestamp, exactly one vector becomes valid or invalid, and
we consider a horizon from 1 to 7', where T refers to the
current timestamp. We evaluate query accuracy by recall rate
%, where r is the result of the TANNS and IANNS query,
and r* is the result of the exact kNN query over all the valid
vectors at the query timestamp or the query time interval. We
aim to optimize the efficiency of TANNS and IANNS queries
while retaining high accuracy over large-scale, dynamic data.
Hence, we explore designs that support efficient index update
and search in terms of both time and memory.

The rest of paper is organized as follows. We first focus on
the TANNS queries, introducing naive graph-based method
(Sec. III), timestamp graph (Sec. IV) and compressed times-

Algorithm 1: HNSW Search

Input: HNSW index G, query ¢, query number k
Output: a set of £ ANN of ¢

1 ep < entry point of G;

2 Initialize pool and ann as {ep};

3 while pool is not empty do

4 u +— pop closest point to g in pool;

5 v <— point furthest from ¢ in ann;

6 if dis(q,v) > dis(q,u) then break;

7 foreach unvisited point o € G[u] do

8 Mark o as visited;

9 v < point furthest from g in ann;

10 if [ann| < k" or dis(q,0) < dis(q,v) then

11 Insert v into ann and pool;

12 if |ann| > k' then

13 L Remove point furthest from g in ann;

14 return k points closest to q in ann;

tamp graph (Sec. V) for the problem. We then extend our
solution to TANNS queries in Sec. VI. Finally, we conduct the
experimental evaluation in Sec. VII, review existing studies in
Sec. VIII and conclude in Sec. IX.

III. NAIVE GRAPH-BASED TANNS

This section presents a naive solution to TANNS by adopt-
ing graph-based indexes. We first review HNSW, a popular
graph-based index for ANNS, and then apply it to TANNS.

A. Graph-based ANNS and HNSW

Graph-based indexes are widely adopted for efficient ANNS
[20]. Given a set of vectors D, a graph-based index constructs a
proximity graph G for D, where each point in G corresponds
to a vector in D, and each edge connects a pair of points
satisfying certain neighborhood conditions. Then the ANNS
can be performed by greedy routing towards the query vector
following the graph. These indexes achieve high search effi-
ciency and accuracy since their structures effectively capture
the nearby relation between high-dimensional vectors [22].

The hierarchical navigable small-world graph (HNSW) is
a popular graph-based index in the academia and industry
[19]. It employs a multilayer graph structure and performs
searches from the top layer down to the base layer. We briefly
review HNSW’s search and construction algorithms below.
For simplicity, we only explain the operations at the base layer.
Operations at other layers are similar.

o HNSW Search. Searching over the HNSW index follows
the greedy routing principle, yet expands the search scope
from k to k' (where k' > k is a parameter) to avoid
local minima and boost query accuracy (see Algorithm 1).
The search begins from a predefined entry point ep
and maintains two lists: pool for candidate points and
ann for potential nearest neighbors. In each iteration, it
picks point v from pool that is closest to ¢ and adds
v’s neighbors to pool. The search terminates when ann
reaches the size of k' (efSearch in [19]) and all points in
ann are closer to ¢ than those in pool. Finally, k£ points
in ann that are closest to ¢ are returned as query result.
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Algorithm 2: HNSW Construction

Input: dataset D

1 Initialize an empty graph G;
2 foreach point o € D do
cand < Search (G, o0, M');
Glo] < Select-Nbrs (o, cand, M );
foreach point u € G[o] do

Insert o to Glul;

if u has more than M neighbors then

| Glu] « Select-Nbrs (u, G[u], M);

® 9 n AW

9 Function Select-Nbrs (o, cand, M ):

10 Sort cand by ascending distance to o;

11 nbr < ¢;

12 foreach point u € cand do

13 if u is not dominated by points in nbr then
14 L Insert w into nbr;

15 if |nbr| = M then break;

16 return nbr;

« HNSW Construction. The HNSW index is built via
incremental insertion (see Algorithm 2). To insert a point
o, we retrieve M’ (efConstruction in [19]) candidate
neighbors and select M of them as its final neighbors
GJo] (lines 3-4). The same neighbor selection function
(i.e., Select-Nbrs) is applied to points in G[o] to ensure
that the number of neighbors is within M (lines 5-8). The
neighbor selection strategy used in HNSW is heuristic,
which prioritizes points closer to o and excluding domi-
nated points (lines 9-16). A point u is dominated by v if
dis(o,v) < dis(o,u) and dis(u,v) < dis(o,u).

The time complexity of searching N points by the HNSW
index is O(M log N) since it visit O(log N)) points [19] and
access their M neighbors. The time complexity for HNSW
index construction is O(M N log N), as each point is inserted
sequentially, and each insertion involves a search operation
which takes O(M log N) time. The space complexity for the
HNSW index is O(M N), as M neighbors are stored per point.

B. Adopting HNSW Index for TANNS Query

Basic Idea. Although HNSW is efficient for ANNS, it assumes
a static vector set D, whereas the valid vector set varies over
time in TANNS. Hence, an intuitive solution to TANNS is to
build one HNSW index for the valid vectors at each timestamp,
resulting in 7' distinct HNSW indexes G1,Ga, ..., Gr. Each
G, is constructed with all valid vectors at timestamp ¢ via
Algorithm 2. For a given query TANNS(D,t,q,k), we
pick the corresponding index Gy, on which we search for k
approximate nearest vectors via Algorithm 1.

Complexity Analysis. Updating the index requires rebuilding
an HNSW graph from scratch whenever the valid-point set
changes, resulting in an update complexity of O(M N log N).
Besides, maintaining HNSW indexes for all timestamps incurs
a total space cost of O(M N?). The naive method is inefficient
in both update and storage overhead, especially for practical
applications containing millions of vectors.

IV. TIMESTAMP GRAPH FOR TANNS

This section introduces TANNS queries based on the times-
tamp graph, a novel structure that supports fast index updating
and consumes low index storage. We first present the structure
of the timestamp graph, then explain its search and construc-
tion algorithms, and finally analyze its complexity.

A. Timestamp Graph

Rationale. Data dynamics in practical vector database ap-
plications are mild [24], [25], which implies that the valid
vector sets at nearby timestamps largely overlap. Hence, it is
unnecessary to maintain a separate index per timestamp, a key
efficiency bottleneck in the naive solution. We take advantage
of such temporal locality and manage valid vectors across all
T timestamps by a single structure, as explained below.

Structure. A timestamp graph 7G is a proximity graph
defined as in Sec. III-A yet over all historic valid vector sets
D(1), ..., D(T). It can be considered as aggregating the T per-
timestamp HNSW indexes into a single graph by removing the
unchanged valid vectors between adjacent timestamps. Unlike
the HNSW index that only stores the current neighbor list for
each point, the timestamp graph tracks neighbor lists for all
historic timestamps. By scanning the historic neighbor lists, it
can trace the neighbors of a point at any timestamp.

B. TANNS Query on Timestamp Graph

To process a query TANNS(D,t,q,k) with a timestamp
graph TG, we search for the approximate nearest neighbors
in a similar way to Algorithm 1. The main difference is that
when visiting point w in line 7, its neighbors G[u| are not
fixed but dependent on the query timestamp ¢. The neighbors
of u at timestamp ¢ can be obtained by a binary search on
u’s historic neighbor list. All other steps remains the same as
standard HNSW search. The algorithm yields high accuracy
and efficiency since it specifically searches within the graph
built using vectors valid at the query timestamp.

C. Timestamp Graph Construction

In the naive solution (Sec. III-B), an entire HNSW index
for D(t) points is built from scratch using valid vectors per
timestamp ¢. In contrast, the construction of the timestamp
graph only involves one point per timestamp. However, it must
handle not only point insertion, but also point expiration. We
show that point expiration impairs the graph connectivity and
thus the search accuracy, and solve the problem with backup
neighbors, as explained below.

Need for Backup Neighbors. To update the timestamp graph
at a specific timestamp ¢, if a new point becomes valid, we
add it to the graph and connect it with M neighbors. If
otherwise a point expires, we mark it as invalid and disconnect
it from its current M neighbors. Then we append a new
neighbor list (with the invalid point removed) to all the affected
neighbors. Over time, the neighbor list of certain points may
become empty, reducing the overall graph connectivity, which
decreases the search accuracy [25]. We try to maintain the
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Algorithm 3: Point Insertion

Algorithm 4: Point Expiration

Input: timestamp graph 7 G, point o, timestamp ¢
1 cand + Search (TG, o0, M');
2 TGlo], Blo] + Select-Nbrs (o, cand, 2M);
3 Initialize o’s historic neighbor list with 7Go];
4 foreach u € TGlo] do

5 if o is not dominated by points in TG[u] and closer to u
than furthest points in TG[u] then

6 Move the furthest point in 7 G[u| into Blul;

7 Add o to TG[u];

8 Append T G[u] to the historic neighbor list of w,

associated with timestamp ¢;

9 else

10 Add o to Blul;

11 if |B[u]| > M then

12 | Remove the furthest point from Blu];

graph connectivity by introducing a backup neighbor list per
point. Specifically, for each point u, we store M backup
neighbors Blu| in addition to M primary neighbors in 7 G[u].
Consequently, when a point in 7 G[u] expires, certain point in
Blu] can take up its place, avoiding decreased connectivity.
With the backup neighbors in mind, we now describe the
algorithm details for handling point insertion and expiration
to update the timestamp graph at a given timestamp ¢.

Point Insertion. Adding a point to the timestamp graph 7G
is similar to the insertion in the HNSW, except for an extra
step to maintain the backup neighbor list (see Algorithm 3).
Concretely, when a new point o is added, we search the current
graph and retrieve M’ candidate neighbors as in the HNSW,
but select 2M points from the candidates. The M points
closest to o are allocated to 7 G[o] as primary neighbors, while
the remaining points are stored in B[o] as backup neighbors.
For any point u whose neighbor list 7G[u] is modified after
point insertion, we append a new version with timestamp ¢ in
u’s historic neighbor list (lines 4-12).

Point Expiration. When a point expires, we disconnect the ex-
pired point from its current neighbors and select new neighbors
for these points (see Algorithm 4). Specifically, we process
all neighbors u of o as follows: If o is a backup neighbor,
we simply discard o from B[u] (lines 2-3). If o is a primary
neighbor, we replace o with a point from Blu| (lines 7-9).
In case the backup neighbor list Blu] is empty, we reselect
neighbors for u as if u were a newly added point (lines 11-12).

D. Complexity Analysis

For each point in timestamp graph, finding all neighbors at a
given timestamp via binary search on the historic neighbor list
takes O(log V) time, resulting in an overall search complexity
of O(log2 N). For graph updating, we perform a search
operation at first, which takes O(log® N) time. Although a
search may also be triggered when handling point expiration,
this only occurs once every M updates in the worst case, since
only one point expires each time. Thus the time complexity
for index updating is O(log® N) + %ngm = O(log® N).

Due to the locality of timestamp graph updating, both
point insertion and expiration only affect M points, ie.,

Input: timestamp graph 7§, point o, timestamp ¢
1 foreach u € TG[o] do
2 if o € B[u] then
3 | Remove o from Blul;

else if o € TG[u] then

Remove o from 7 G[ul;

if B[u] is not empty then
cand < TGlu] U Blu];
TGlu] < Select-Nbrs (u, cand, M);
Remove all elements in 7G[u] from Blul;

NS B N I

10 else
11 cand <+ Search (TG, u, M');
12 TGlu], Blu] < Select-Nbrs (u, cand,2M);

13 Append T G[u] to the historic neighbor list of u,
associated with timestamp ¢;

only the neighbor lists of these M points are modified, and
we only store the new neighbor lists for them. Since each
update requires O(M?) additional storage, the overall space
complexity of the timestamp graph is O(M?N).

V. COMPRESSING TIMESTAMP GRAPH

This section pushes the space complexity of the timestamp
graph to the limit (i.e., same as HNSW index for a single
timestamp) by compressing and managing the neighbor lists
in the timestamp graph via the historic neighbor tree. We
explain its structure, introduce the algorithms for neighbor list
reconstruction and compression, and analyze the complexity
of the compressed timestamp graph.

A. Historic Neighbor Tree

Motivation. Although the timestamp graph reduces the index
storage from O(M N?) to O(M?N), there is still redundancy
in the neighbor lists of the timestamp graph. As it is unlikely
to replace the entire neighbor list at once, the same points tend
to appear in multiple neighbor lists.

The design of historic neighbor tree is inspired by the
classic interval tree [26], but it differs in two key aspects: (i)
The historic neighbor tree manages points whose presence in
the neighbor list are unknown in advance, unlike the interval
tree, where both endpoints of intervals are predefined. (ii)
The historic neighbor tree employs a bottom-up construction
approach to ensure the tree remains balanced.

Structure. A historic neighbor tree HNT for a point o € D is
a binary tree with multiple nodes. Fig. 2 illustrates the structure
of an internal node of a historic neighbor tree. It contains a
unique node identifier, a timestamp ¢, and the points valid at .
The leaf nodes share a similar structure but lack the timestamp.
Both node types maintain two sequences for the points they
contain: one sorted by the points’ start times and the other by
their end times. Furthermore, a point valid in multiple nodes
is stored only in the highest node where it is valid. In addition
to the historic neighbor tree, we use L, to record points in
the current neighbor list. These points are sorted by their start
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Fig. 2: Structure of a node in
historic neighbor tree.

Fig. 3: Compressed historic neighbor list

[t ] | [te, ] | (g ] | [t ] | [ta, ] > %10, ¥13, Y14, Y18

TABLE II: Historic

for point o. neighbor lists for point

Algorithm 5: Reconstruct Neighbor List (Timestamp)

Algorithm 6: Append Neighbor List

Input: historic neighbor tree HNT', timestamp ¢
Output: neighbor list at timestamp ¢
Initialize L, with points in Ly, and valid at ¢;
Node n < HNT'.Root;
while n is not leaf do
Add points in node n and valid at ¢ to L;
if n.t =t then return L;
if n.t <t then n < n.left;
else n < n.right;

N S R W N =

o«

For node n, add all valid points at ¢ to L;;
return L;

L

times. Once points are removed from L,,,,,, they are added to
the historic neighbor tree.

Next, we explain how to (i) reconstruct the neighbor list
at a given timestamp from the historic neighbor tree, and (ii)
construct the historic neighbor tree from all neighbor lists.

B. Neighbor List Reconstruction

We outline in Algorithm 5 the procedure to reconstruct
the neighbor list L; at a given timestamp ¢ from the historic
neighbor tree. We first scan the current neighbors L., and
add points valid at ¢ until encountering a point with a start
time later than ¢ (lines 2-5). Next, we start from the root
and traverse the historic neighbor tree (lines 6-12). At each
node, valid points are added to L;. If ¢ matches the node’s
timestamp, traversal stops as no valid points exist in lower
nodes. Otherwise, traversal continues to the left or right child,
depending the relation between ¢ and the node’s timestamp.
Reconstruction is completed after reaching a leaf node and
including all valid points stored in it.

Example 2: Suppose we reconstruct L;,, the neighbor list
at timestamp to. We first scan the current neighbor list and
add wg, as it is valid at 5. Then we stop at w4 since its start
time exceeds to. Afterwards, we traverse the historic neighbor
tree from the root node, adding us and w4 as they are valid
at to. We proceed to node 1 (since t5 < tg), adding wuq, then
to node 0, where uy is the only valid point. In the end, we
reconstruct Ly, as {uq, us, us, ug, ug}

C. Historic Neighbor Tree Construction

We now describe how to compress the neighbor lists of a
point o into a historic neighbor tree. We dynamically build the
historic neighbor tree since the neighbors at each timestamp

Input: historic neighbor tree HNT,
the latest neighbor list L,

1 foreach point p € Lyow \ Lt do

2 if p ¢ HNT then // Adding New Point

3 Node n. < the newest leaf node of HNT;

4 foreach n in path from HNT.Root to n. do

5 if n = n. or p is valid at n.t then

6 L Insert p into n and break;

if n. has more than p points then

Subtree st. <— the maximal complete binary tree
containing n.;

9 Create internal node n;, with st. as its left
subtree and ¢ as its timestamp;

Create leaf node n,; as right sibling of n.;

if n; is higher than HN'T.Root then
L HNT.Root + n;;

11
12

13 else // Adjusting Existing Point

14 Find node n, which p located in;

15 foreach n in path from HN'T.Root to n, do
16 if p is valid at n.t then

17 L L Move p from n,, into n and break;
18 Lypow < Lt;

are unknown in advance. Upon receiving the latest neighbor
list at ¢, we append it to the existing historic neighbor tree.

Algorithm 6 outlines the procedures. Consider the points
in Lo \ Lt, which have just been removed from the current
neighbor list. We first check whether point p already exists
in the historic neighbor tree. If not, we execute the routine
for adding a new point to the historic neighbor tree (lines 3-
12). Otherwise, we simply adjust the position of the existing
point in the tree (lines 14-17). Finally, we assign the current
neighbor list to L4, (line 18).

D. Complexity Analysis

Let N denote the number of vectors and M denote the
the number of neighbors per point. The time complexity
for searching and updating the compressed timestamp graph
remains O(log? N), identical to that of the original timestamp
graph. In addition, the space complexity of the compressed
timestamp graph is O(M N), which has reached the optimal,
as the space complexity of HNSW index at a single timestamp
is also O(MN). A detailed complexity analysis is provided
in the Sec. X-Al.
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VI. EXTENDING TO JANNS

In this section, we extend our scope to the problem of In-
terval Approximate Nearest Neighbor Search (IANNS), where
the query vectors are associated with a time interval instead
of a single timestamp, and aim to retrieve the approximate
nearest neighbors valid at the given interval. We first present
the graph-based method for IANNS queries, then show the
method of supporting IANNS queries with timestamp graph
and compressed timestamp graph.

A. Naive Graph-based IANNS

A naive solution to TANNS is to build an HNSW graph
for every possible time interval. Specifically, for each pair of
timestamps t1 € [1,T],t2 € [t1,T], we construct an HNSW
index Gy, 4, using all vectors in D([t1,1s]), i.e., vectors
whose valid time range intersect with [t1,¢5]. This results
in %T(T + 1) distinct HNSW indexes in total. For a query
TANNS(D,ti,q, k), where ti = [t;,t,], we resort to the
corresponding index Gy, ;) and perform a standard HNSW
search (i.e., Algorithm 1) to retrieve the top k closest vectors.

Complexity Analysis. Although the method maintains
O(M log N) searching time, it builds O(N?) HNSW indexes
and incurs O(M N3) space complexity, which is unacceptable
as practical applications may deal with datasets with millions
of vectors. Thus, in the following, we illustrate the method of
supporting TANNS queries efficiently with timestamp graph,
which has much lower space overhead.

B. Timestamp Graph for IANNS

The structure of the timestamp graph can be naturally
extended to support IANNS queries. For TANNS queries,
we perform greedy routing in the timestamp graph while
only considering edges that connect points valid at the query
timestamp. Similarly, to process an IANNS query with an
associated time interval [t;, ], we perform greedy routing in
the timestamp graph, but restrict traversal to edges that connect
points valid during the query interval [t;, t,].

The search procedure resembles Algorithm 1, with the
key difference that when visiting a point u (line 7), its
neighbors Gu| are not fixed, but instead depend on the query
interval. In the timestamp graph, the neighbors of point o for
any timestamp are stored in its historic neighbor list 7G[o].
To determine the neighbors valid during [t;,t,], we retrieve
the relevant entries from 7 G[o] that overlap with the query
interval, and then apply the Select-Nbrs function to select M
candidate neighbors for the current iteration.

Complexity Analysis. The algorithm requires O(M I +logn)
time to collect candidate neighbors over I timestamps, where [
denotes the length of the query interval, followed by O(M?1)
time to select M neighbors from these candidates. Since
the search visits O(log N) points, the overall IANNS query
complexity on the timestamp graph is O(M?1 log N+log® N),
which grows with the interval length I. Since the structure
and construction procedure of the timestamp graph remain
unchanged, its update and space complexities also remain
O(log® N) and O(M?N), respectively.

Algorithm 7: Reconstruct Neighbor List (Interval)

Input: historic neighbor tree HNT, time interval [, ¢,]
Output: neighbor list during time interval [¢;, ¢,]

1 Initialize L[tz,tr] with points in Ly, valid at [tl,tr];

2 buf < [HNT.Root];

3 while buf is not empty do

4 n < pop the first node in buf;

5 st,, < the subtree rooted at node n;

6 if st,.size < M then

7 | Add points in 7 and valid at [t;,t,] to L, 1,15

8 else

9 L Add points in st,,.pnl and valid at [t;,t,] to Ly, ;.3
10 if n is leaf or [stn.tmin, Stn.tmaz] C [t1,tr] then

11 L continue;

12 if t; < n.t then Add n.left to buf;

13 if t, > n.t then Add n.right to buf;

14 Ly, ;.1 < Select-Nbrs (L,
return Ly, ¢, )3

o, M);

]

"
wn

Importantly, the search complexity depends directly on
I, and in the worst case (large intervals) can degrade to
O(M?N log N). This motivates the use of the compressed
timestamp graph, which reduces space overhead and yields
query complexity that is independent of the interval length I.

C. Compressed Timestamp Graph for IANNS

As discussed in Sec. VI-B, the efficiency of IANNS queries
critically depends on the computation of neighbor lists over
the query interval. This challenge becomes more pronounced
for long intervals, where the number of candidate neighbors
can grow substantially, leading to high reconstruction cost and
degraded query efficiency. To address this challenge, we fur-
ther optimize the compressed timestamp graph by introducing
a neighbor list precomputation strategy within the historic
neighbor tree. The key idea is to leverage the hierarchical
organization of the tree to summarize representative neighbors
for large subtrees in advance, thereby avoiding scanning a
large number of candidates during query processing. In this
section, we begin by introducing neighbor list precomputation
method, followed by an IANNS algorithm that achieves time
complexity independent of the interval length.

Neighbor List Precomputation in Historic Neighbor Tree.
To support efficient interval neighbor list computation, we aug-
ment each node in the historic neighbor tree with subtree-level
metadata. Specifically, each node n maintains the following
information for the subtree rooted at n: (i) size, the number
of points in the subtree; (i) £, and ¢,,4,, the earliest starting
timestamp and the latest ending timestamp among all points
in the subtree; and (iii) pnl, the pre-computed neighbor list
selected from all points in the subtree. The precomputation
proceeds incrementally during updates. When a point expires,
we traverse its historic neighbor tree to identify subtrees whose
sizes exceed M, and process them in ascending order of their
root heights. For each such subtree, we collect all contained
points and apply Select-Nbrs to generate a neighbor list of size
M, which is stored as its pnl. To avoid redundant computation
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for higher-level subtrees, we reuse the pnl lists of their child
subtrees instead of rescanning all points.

For example, in node 1 of Fig. 4, we record size = 6,
tmin = t1 (from wy,uo, us), and t,,., = t5 (from w7, ug, ug).
Since the subtree size exceeds the threshold M = 5, we
precompute its neighbor list by applying Select-Nbrs to all
points in the subtree, yielding pnl = {uy,us,ur,us, ug}.
This precomputed list can be reused to accelerate neighbor
list reconstruction during subsequent IANNS queries.

Subtree rooted at node 1

U | Y ¢
1 ltw 6] | [ts 8] (t3) [ti,ts] | [tz ts]

1 Us Uz

Information of subtree

size:6 tpinit;  Cpaxils

o Y2 | Us
[t,t2] | [t1, 8]

2| Us Ug
[ts t5] | [t5,t5]

pnl: [ug, uy,ug, g, Uo]

Fig. 4: Neighbor list precomputation in historic neighbor tree.

IANNS Query on Compressed Timestamp Graph. The
IANNS query over the compressed timestamp graph follows
the same procedure as Algorithm 1, except that the neighbors
in line 7 are restricted to those valid within the query interval
[t;, tr]. Leveraging the precomputed neighbor lists in the his-
toric neighbor tree, we can efficiently reconstruct the neighbor
list for a query interval, as described in Algorithm 7.

Similar to reconstruction at a single timestamp, we first scan
the current neighbor list L,,,,, and add points whose validity
intervals intersect [¢;,¢,.] (line 1). We then traverse the historic
neighbor tree starting from the root, maintaining a FIFO buffer
queue bu f of nodes to visit. In each iteration, we pop a node
n from buf and process it. If the subtree rooted at n has size
smaller than M, we scan the points stored in node n and add
those valid in [t;,t,] to Ly, ¢,.). Otherwise, we directly use its
precomputed neighbor list pnl to retrieve candidates valid in
[t;,t-] (lines 6-9). Moreover, if the timestamp range of this
subtree, i.e., [Sty.tmin, Stn.tmaz], i fully contained in [t;, ¢,],
we skip exploring its child nodes; otherwise, we continue the
traversal by adding its children to bu f. Specifically, we append
the left child of node n to buf if n’s timestamp is no smaller
than t;, and append the right child if it is no larger than ¢,
(lines 10-13). The process terminates when bu f is empty, after
which we select M neighbors from Ly, ;) using Select-Nbrs
as the final neighbor list for the interval (lines 14-15).

Example 3: Suppose we aim to reconstruct Ly, ;,), the
neighbor list for the time interval [t1,t7]. We first scan the
current neighbor list and add ug and wuig to Ly, ¢,], since
their valid periods intersect with [t1, t7]. We then visit the root
node 3 and adding w3, ug, u11 to Ly, ;1. Since the timestamp
of the root node ¢g lies between ¢; and t;, we need to visit
both the left child and the right child of node 3. For node 1,
since its time range [t1,t5] is fully contained in [t1,t7], we
add all the valid in the pnl to Ly, 4,). For node 5, all points
within it are invalid during [t1,%7], so we proceed to its left
child, node 4, which contains the valid point u15. In the end,
we obtain L[t1>t7] = {U3, Ug, UG, U7, U, U, UTQ, U1, U12} and
use Select-Nbrs to select 5 points from the list as the neighbors
for the time interval. ]

Complexity Analysis. In contrast to the timestamp graph,
performing TANNS on the compressed timestamp graph takes
O(M log® N) time, independent of the query interval length I.
Moreover, precomputing neighbor lists for large subtrees does
not affect the update or space complexity of the compressed
timestamp graph, which remain O(log> N) and O(MN),
respectively. A detailed complexity analysis is provided in
Sec. X-A2.

VII. EXPERIMENTAL STUDY

A. Experiment Setup

Datasets with Synthetic Timestamps. We use three widely
adopted high-dimensional vector datasets.

o SIFT [27]: Each point represents an 128-dimensional
image descriptor, extracted from INRIA Holidays images
using the Scale-Invariant Feature Transform algorithm.

e GIST [27]: Each point is a 960-dimensional image
descriptor derived from the Holidays image set and Flickr
images, capturing global image properties.

o GloVe [28]: Each data point is a 200-dimensional word
vector generated from tweets using the Global Vectors
for Word Representation model.

Each dataset contains 1 million data vectors. We use Euclidean
distance to measure similarity in SIFT and GIST datasets, and
cosine distance for GloVe dataset.

To simulate diverse temporal patterns, we assign data vec-
tors to four types of following synthetic temporal patterns:

¢ SV: Each Vector has Short valid time range (< 0.057).

o LV: Each Vectors with Long valid time ranges (> 0.57").

e MYV: Vectors with Mixed valid time ranges (half < 0.057
and half > 0.57).

Datasets with Real Timestamps. We also evaluate our meth-
ods on two datasets with real-world temporal information.

o TWiki [4]: This dataset contains Wikipedia items from
September 2024 to February 2025. We use TWiki-
Diffsets [4] to extract start and end timestamps for each
text chunk and embed them with DeBERTa [29], yielding
1.5M vectors of 1024 dimensions.

o MIND [30]: This dataset contains news articles from
October to November 2019. Following [31], each article’s
validity interval is defined by its first click and 95%-click
timestamps. We embed the articles using Longformer
[32], yielding 231K vectors of 768 dimensions.

Query Workloads. We use standard query vectors from each
dataset, each query is associated with one of the following
temporal conditions:

e TQ: Each Query is attached with a single Timestamp
selected uniformly from [1, 7] (i.e., TANNS).

o SQ: Each Query is attached with a randomly selected
Short time interval (i.e., IANNS with I = 0.005T7).

o MQ: Each Query is attached with a randomly selected
Medium time interval (i.e., IANNS with I = 0.057).

o LQ: Each Query is attached with a randomly selected
Long time interval (i.e., IANNS with I = 0.57).

The number of results required for each query is set to & = 10.
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Fig. 5: Search performance of TANNS under different datasets
and data patterns.

Baselines. We compare our method with following solutions.

o Pre-Filtering [24]: It first filters the dataset to retrieve
all vectors valid at the query timestamp or interval, then
scans the valid vectors to find vectors closest to the query.

o Post-Filtering (HNSW) [24]: It first searches the vector
index (i.e., HNSW), then filters the results based on
validity at the query timestamp or interval.

e« ACORN [15]: It supports ANNS with diverse query
predicates. To adapt it for TANNS/IANNS, we assume
validity periods are known in advance and set v to the
inverse of the average query selectivity.

e SeRF [14]: It is designed for range-filtering ANNS
queries. We adapt it for our problem by querying the
1D segment graph with the start time as the attribute and
apply post-filtering based on the end time.

« DIGRA [33]: It is designed got range-filter ANNS
queries dynamic range-filtering ANNS. We adapt it in
the same manner as SeRF.

« iRangeGraph [18]: It is designed for range-filtering
ANNS queries, and we adapt its multiple-attributes ver-
sion for our problem. For TANNS, the filtering condition
is u;.s < ts and u;.e > ts. For IANNS, the filtering
condition is u;.s < t,. and u;.e > t;.

Implementation. All methods are implemented in C++ and
compiled using GCC 9.4.0 with -Ofast optimization. For the
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Fig. 6: Search performance of IANNS under different datasets
and data patterns.

timestamp graph, we use the following default parameters:
neighbor number M = 16, candidate neighbor number M’ =
200 and leaf node size for historic neighbor tree 1 = 8. All
the experiments are carried on a server with Intel Xeon(R)
Gold 6240 2.60GHz CPU processors and 768GB RAM.

B. Experiments on Search Performance

We evaluate the search performance of our method on all
five datasets. Following prior work, we use QPS—Recall plots
to measure speed—accuracy trade-off [34].

1) Search Performance of TANNS: Fig. 5 presents the
relationship between the QPS of TANNS and recall rate for
all methods under three different datasets.

Comparison Between Methods. For all methods, QPS and
recall rate are inversely related. Across all datasets and data
patterns, both timestamp graph and compressed timestamp
graph consistently outperform baseline algorithms in QPS at
the same recall rate, achieving an advantage of 4.4-138.1x
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over the existing solutions at the recall rate of 95%, with the
highest improvement observed on the GloVe (SV) dataset.

Varying Data Patterns. Data patterns affect search perfor-
mance by influencing the selectivity of the query timestamp,
i.e., the ratio of valid vectors at a given timestamp to the total
vectors in D. The performance of Pre-Filtering improve by
1.3-5.3x in the short data pattern due to the reduced number
of valid vectors at the query timestamp. In the GIST dataset
and at the recall rate of 95%, the QPS of Post-Filtering and
SeRF decreases from 260 and 84 to 74 and 57, respectively,
when transitioning from the long to short data pattern. This
decline occurs because lower selectivity forces these methods
to expand their search scope to satisfy temporal constraints,
thus reducing efficiency. In contrast, the influence of data
pattern on our method is minimal. Fixing the recall rate at
95%, timestamp graph processes 3984 searches per second in
GIST (LV) and 4149 searches per second in GIST (SV).

2) Search Performance of IANNS: Fig. 6 presents the result
of performing IANNS queries on three different datasets under
different data and query patterns.

Comparison Between Methods. Consistent with the observa-
tions from TANNS, all methods exhibit an inverse relationship
between QPS and recall rate. Both timestamp graph and
compressed timestamp graph maintain recall rates above 99%
across all datasets and workloads. At a fixed recall rate of 95%,
our methods consistently outperform the baseline algorithms
in QPS, with the timestamp graph achieving a improvement of
3.4-27.6x over the best baseline. For example, on the SIFT
dataset with short data pattern and short query pattern, the
timestamp graph attains QPS of 12,658, whereas the best
baseline algorithm only reaches QPS of 459.

Varying Data and Query Patterns. Under the same query
pattern, different data patterns primarily affect selectivity and
therefore impact search performance. Baseline methods ex-
cept for Pre-Filtering experience a noticeable drop in search
performance under lower selectivity. Both of our methods
consistently outperform all the baseline methods across vary-
ing data patterns. Across all data patterns on SIFT dataset,
the timestamp graph delivers at least 3.3x the QPS of the
best baseline, while the compressed timestamp graph provides
at least 3.4x speed-up. This stability comes from selecting
neighbors only from the valid points within the query interval.
Similar to the data pattern, our methods maintain relatively
stable performance across different query interval lengths and
consistently outperform baseline methods. For example, on the
TWiki and MIND datasets under different query patterns, the
timestamp graph and compressed timestamp graph achieve up
to 29.2x and 28.6x performance gains, respectively, over the
best baseline.

C. Experiments on Index Construction

We evaluate the index construction performance of the
timestamp graph using update throughput (the number of
updates processed per second) and memory usage as metrics.
Comparison Between Methods. Fig. 7 presents the up-

date throughput and memory usage of methods under var-
ious datasets and data patterns. The results show that the
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Fig. 7: Index construction under different datasets.

timestamp graph achieves update throughput comparable to
that of the HNSW index (i.e., post-filtering method), with a
relative performance of 0.7-1.4x, while providing higher up-
date throughput than most baselines across different settings.
For memory usage, the compressed timestamp graph reduces
storage overhead by up to 42.8% compared with the timestamp
graph, achieving comparable or lower memory consumption
than the baselines. On datasets with real timestamps, the
compressed timestamp graph is more memory-efficient than
SeRF, iRangeGraph, and DIGRA, achieving better perfor-
mance while requiring only 48.6%-89.6% of their memory
usage.

Varying Data Pattern. HNSW’s update throughput and mem-
ory usage remain unaffected by data patterns, as it does
not account for time attributes during index construction. In
contrast, the update throughput for the timestamp graph is in-
fluenced by the data pattern. This is because timestamp graphs
for short patterns contain fewer valid vectors, which reduces
the time required to search for candidate neighbors during
index construction, thereby improving update throughput. For
ACORN, SeRF, DIGRA, and iRangeGraph, data patterns have
little impact on construction performance. This is because
they either ignore timestamps during construction, or only use
the start timestamp during construction and handle the end
timestamp through post-filtering.

VIII. RELATED WORK

Approximate Nearest Neighbor Search. ANNS is a core
operation in vector databases [1], [24], [35]. Indexes for ANNS
mainly fall into three categories: partition-based [36]-[40],
quantization-based [27], [41], and graph-based [19], [20], [42],
[43], where the last one best balances search accuracy and
efficiency [22], [34]. HNSW and NSG are two representa-
tive graph-based indexes but they struggle to support point
deletion. FreshDiskANN [44] and Wolverine [45] support
dynamic updates via graph reconnection. However, frequent
point updates in TANNS/IANNS would incur substantial graph
maintenance overhead, making them inefficient for our setting.

Another related line of research is hybrid approximate
nearest neighbor search [46], which performs ANNS un-
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der additional numeric or categorical filtering conditions. A
branch closely related to our problem is range-filtered ANNS
(RFANNYS) [14], [18], [33], [47], [48], where each vector is
associated with a single numeric attribute and queries specify a
range over this attribute. In contrast, TANNS/IANNS associate
each vector with two timestamps (begin and end timestamps)
that define a validity interval, while the expiration timestamp
may be unknown at insertion time, making the problem
fundamentally different. Other hybrid ANNS methods focus
on categorical filtering [16], [49], while some support both
numeric and categorical filters [15]. Among these methods, we
empirically compare against ACORN [15], SeRF [14], iRange-
Graph [18] and DIGRA [33], which are representative state-
of-the-art approaches adaptable to TANNS/IANNS queries.

Temporal Data Management. Temporal databases store and
retrieve data records that changes over time [50]. There are
many dedicated indexes for temporal data [51]. Among them,
MVB-Tree [52], HV-Tree [53], Timeline Index [54], and LIT
[55] are indexes designed for time-varied relational data. Other
indexes are intended for querying spatial-temporal objects,
such as HR-Tree [10], TPR-Tree [11] and MV3R-Tree [12].
Yet they struggle to support similarity searches in the high-
dimensional space due to the “curse of dimensionality” [13].

IX. CONCLUSION

This paper defines the TANNS and IANNS problem and de-
signs both time- and space-efficient solutions for these queries.
We propose the timestamp graph to effectively manage valid
vectors across all timestamps via a unified structure. We
further develop the historic neighbor tree to compress neighbor
lists in the timestamp graph and push its space complexity to
the limit (same as index at a single timestamp). Besides, we
extend timestamp graph to support queries which specified
an interval and propose the optimization of neighbor list pre-
computation to optimize the efficiency. Extensive evaluations
show that our solution achieves up to 138.1x higher QPS at
95% recall compared to prior proposals.
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X. APPENDICES
A. Complexity Analysis for Compressed Timestamp Graph

The section present the detailed complexity analysis for
compressed timestamp graph.

1) TANNS with Compressed Timestamp Graph: We first
characterize the structure of historic neighbor tree and then
analyze the complexity of supporting TANNS queries with
the compressed timestamp graph. We begin by showing the
historic neighbor tree is balanced, whose height is logarithmic
relative to the number of points it contains.

Lemma 1: If a historic neighbor tree has n points, then its
height is at most [logn].

Proof: Suppose a historic neighbor tree has h levels,
then its left subtree must be full (according to lines 7-10
in Algorithm 6), meaning that the subtree contains 2"~! leaf
nodes. Thus, the entire tree contains at least y - 2h—1 points,
where the leaf node size u is chosen to be greater than 2. Given
that, a historic neighbor tree with 2" points has a height of at
most h, which completes our proof. [ |

Time Complexity. We begin by analyzing the complexity of
historic neighbor tree.

Lemma 2: The time complexity of neighbor list reconstruc-
tion of point u at a given timestamp is O(log n+ M,.), where n
is the number of points that ever appear in u’s history neighbor
list and M, is the size of the reconstructed neighbor list.

Proof: We prove the lemma by showing that almost all
the points visited in Algorithm 5 appear in the reconstructed
neighbor list. The exceptions are one point in the current
neighbor list L,,, and at most one points in each layer of
the historic neighbor tree. The reasons are as follows:

« In lines 2-5, all points visited are valid until we encounter
the first expired point, at which the scanning stops.

o In lines 7-14, we traverse the historic neighbor tree to
add valid points from the nodes we visit. By using either
the start time or end time order, we guarantee to access
at most one expired point per node. If ¢ < n.t, i.e., the
query timestamp is smaller than the node’s timestamp,
we scan the list in the order of the start time and stop
once we encounter an expired point. Similarly, if ¢ > n.t,
we scan the list in the order of the end time.

In summary, the time complexity of neighbor list recon-
struction is the summation of the layer number in historic
neighbor tree and the reconstructed neighbor list size, which
is O(logn + M,.). |

Our experimental results (see Sec. VII-B) indicate that the
maximal size of the M, is 1.31M, which is slightly larger than
the original size of neighbor list. Likewise, we can conclude
that the time complexity for inserting into a point’s historic
neighbor tree is O(logn), since the insertion operation visits
only one node at each layer.

We continue to analyze the compressed timestamp graph.
Since the number of visited nodes during both search and
update is O(log V), the time complexity for searching and
updating the compressed timestamp graph is O(log2 N).

Space Complexity. We proceed to analyze the space complex-
ity for the compressed timestamp graph.

Lemma 3: The space complexity of compressed timestamp
graph is O(MN), where N is the size of dataset and M is
the neighbor number for each point.

Proof: For a point with n points ever appearing in its
historic neighbor list, the space complexity of its historic
neighbor tree is O(n), because each point in the historic
neighbor list is stored in only one location, either in the
current neighbor list L,,,,, or in a node of the historic neighbor
tree. Thus, the total space required for all points’ neighbors
is sz\; O(n;), where n; is the number of history neighbors
of point u;. This corresponds to the number of edges created
during the index construction. Since each point creates at most
2M edges as it is inserted into the timestamp graph, the upper
bound for Zi\il n; is 2M N. Therefore, the space complexity
of the compressed timestamp graph is O(M N). ]

Note that the space complexity of the compressed timestamp
graph has reached the optimal, as the space complexity of
HNSW index at a single timestamp is O(MN).

2) IANNS with Compressed Timestamp Graph: We now
analyze the complexity of performing TANNS on compressed
timestamp graph with the optimization of neighbor list pre-
computation.

Time Complexity. In contrast to the timestamp graph, the time
complexity of reconstructing neighbor list with compressed
timestamp graph is independent of the length of the query
interval, as shown in Lemma 4.

Lemma 4: The time complexity of reconstructing neighbor
list for point w at given time interval with Algorithm 7 is
O(M logn), where n is the number of points that appear in
u’s history neighbor list.

Proof: As shown in Fig. 4, each node in the historic
neighbor tree is associated with a time interval [tmin, tmaz)s
representing the smallest and largest timestamps within its
corresponding subtree. These time intervals are disjoint among
all nodes in the same layer: for any two children of a parent
node, all points in the left child expire before the parent node’s
timestamp, while all points in the right child enter after it. As a
result, each endpoint of the query interval, ¢; or t,., falls within
the time interval of exactly one node at each layer. In each
layer, up to four nodes may be visited during reconstruction:
the node containing ¢; and its right sibling, and the node
containing ¢, and its left sibling. According to Lemma 1,
Algorithm 7 visits O(log n) nodes in total when reconstructing
the neighbor list for the given query interval, and according to
lines 6-9 of Algorithm 7, number of points visited in each node
cannot exceed M Besides, because we terminate early when
the candidate number exceeds M, the execution of Select-
Nbrs requires only O(M?) time. In summary, the total time
complexity for reconstructing the neighbor list for a point u
over a query interval of arbitrary length is O(M logn). ®

Since the number of visited point is O(log N), the time
complexity of supporting IANNS with compressed timestamp
graph is O(M log® N), which is independent of the length of
the query interval.

Then, we show that the time complexity of updating remain
unchanged, which is still O(log2 N). Specifically, we analyze
the additional time required to precompute the neighbor list
for large subtree. From the proof of Lemma 3, we know that
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Fig. 8: Search performance of scalability test.

the total number of neighbors in the graph, i.e., vazl n; 18
O(MN). Moreover, each neighborhood relation in the com-
pressed timestamp graph can participate in the precomputation
procedure for at most one expired point, implying that the
amortized cost of precomputing neighbor list for a point is
MXOMN) — O(M?). Since this cost is bounded within the
time of the original update, the time complexity of updating
compressed timestamp graph remains unchanged.

Space Complexity. Finally, we prove in Lemma 5 that the
space complexity of compressed timestamp graph with pre-
computed neighbor list of large subtree is still O(MN).

Lemma 5: The space complexity of compressed timestamp
graph with the precomputed neighbor list for subtree is
O(MN), where N is the size of dataset and M is the neighbor
number for each point.

Proof: We begin by analyze the space for historic neigh-
bor tree of a point with n total historic neighbors. According to
the construction procedure of the historic neighbor tree, each
leaf node of the tree contains a fixed number of p points. Thus,
for all layers above level |log #LMJ , each node stores a precom-
puted neighbor list of size M. The number of such upper-layer
nodes is bounded by 21108 7t +1 — O(47 ), which implies that
the total additional space required for storing the precomputed
neighbor lists is O(n). Therefore, the space complexity for
each single historic neighbor tree remains unchan%gzd. Since
the total number of neighbor across all points is ) . ; O(n;),
and the summation Zilio n; is bounded by 2M N, the total
space complexity of the compressed timestamp graph with
precomputed neighbor lists remains O(M N). ]

B. Experiments on Scalability Test

In this part, we evaluate the scalability of the timestamp
graph using the DEEP dataset [23]. Experiments are conducted
with dataset sizes ranging from 2 million to 10 million vectors.
Four metrics are used to assess performance, i.e., QPS, recall
rate, update throughput, and memory usage.

Search Performance. Fig. 8 shows the recall rate and QPS
of TANNS when varying dataset size. The neighbor number
M is fixed at 16, with the search scope parameter k' set to
100 and 250 for the experiment. As the dataset size increases,
the recall rate of the timestamp graph shows a slight decline
for a fixed search scope. Besides, even with the largest dataset
containing 10 million vectors, the timestamp graph achieves a
QPS of 857 while maintaining a recall rate of 99%, showing
good scalability of timestamp graph in search performance.
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Fig. 9: Index construction in scalability test.

Index Construction Performance. Fig. 9 illustrates the up-
date throughput and memory usage of timestamp graph as
dataset size increases, with neighbor numbers set to 16 or 32.
We observe that the update throughput decreases gradually as
the dataset size grows. For instance, with M = 16, the update
throughput of the compressed timestamp graph is 920, 777,
774, 721, 695 per second as the dataset size grows from 2
million to 10 million. Moreover, memory usage grows nearly
linearly with the dataset size. The compressed timestamp graph
requires 11.2GB of memory for 2 million vectors and 46.7GB
for 10 million vectors. Besides, for a 10 million dataset with
M = 32, compressed timestamp graph reduces memory usage
by 66.8%, demonstrating the effectiveness of historic neighbor
tree in optimizing the storage overhead.



